The Pareto Principle

Dunford, R.

http://hdl.handle.net/10026.1/14054

All content in PEARL is protected by copyright law. Author manuscripts are made available in accordance with publisher policies. Please cite only the published version using the details provided on the item record or document. In the absence of an open licence (e.g. Creative Commons), permissions for further reuse of content should be sought from the publisher or author.
The Pareto Principle

Rosie Dunford, Quanrong Su, Ekraj Tamang and Abigail Wintour

Abstract
The Pareto Principle (also known as the 80-20 rule) states that for many phenomena, about 80% of the consequences are produced by 20% of the causes. In this article we discuss the Pareto Principle and its importance in real life problems, describe some mathematical model related to it and also address the concept of the Lorenz curve and Gini coefficient. We tested two sets of real life data to see if the Pareto principle applies to these aspects. For the Forbes list in 2012, we found that 20% of the richest people own 56.72% of the money. For the world Gross Domestic Product (GDP) in 2011, 20% of the richest countries in the world have 91.62% of the total amount of money. In both cases results have a relatively close resemblance to the Pareto principle.
1 Introduction

More than a hundred years ago the Italian economist and sociologist Vilfredo Pareto made the famous observation that 20% of the population owned 80% of the property in Italy [1]. Later on, he created a mathematical formula to describe the unequal distribution of wealth in his country, which is known as the Pareto distribution. In the late 1940s, business-management consultant J.M. Juran generalised Pareto’s findings into the 80-20 rule, which is also known as the Pareto Principle [2].

The Pareto Principle states that for many phenomena 80% of the output or consequences are produced by 20% of the input or causes. It is often used in management, economics and business to improve productivity and make better decisions, but is also used in computer science and human activity. It helps to realize that often the majority of results comes from a minority of inputs. Here are some examples of the Pareto Principle as it applies to various situations: 80% of the revenue comes from 20% of the customers, 20% of products yield 80% of sales, 20% of society hold 80% of its wealth and so on [2]. The Pareto Principle is a simplified version of the mathematics behind the Pareto distribution. It is also not important that the two numbers add up to 100%. The numbers 20 and 80 are not mathematically fixed, but are used as a rule of thumb. It could be 80-20, 90-10, or even 90-20.

In this paper, we will describe some mathematical models related to the Pareto Principle beginning with Section 2 where we also introduce the concepts of the Lorenz curve and Gini coefficient. We show how one can use these tools to evaluate the inequality of wealth distributions. We then analyse two sets of real life data in Section 3, i.e. the 2012 Forbes list of the super-rich and the distribution of the world GDP in 2011. We try to fit them with Pareto distribution models to see if the Pareto Principle applies to these data. To visualise the results, the different distributions are plotted in Pareto charts and histograms. In Section 4 we finally draw conclusions from our results and discuss possible further studies on this topic.

2 Mathematical Models

2.1 Pareto Distribution

The Pareto principle is a special case of the wider phenomenon of Pareto distributions. Pareto stated in his book [1] that there is a simple law which governs the distribution of income in all countries and at all times. Briefly, if \( N \) represents the number of people with wealth larger than a certain income limit \( x \), and \( A \) and \( \alpha \) are constants, then \( N = A/x^\alpha \), therefore,

\[
\log(N) = \log(A) - \alpha \log(x) .
\]  

In other words, if the logarithm of the number of persons with incomes above a definite amount is plotted against the logarithm of these incomes, the resulting graph will be
a straight line. Its slope will be $\alpha$, which is also known as the Pareto index. A more general description of the statement above is given by the Pareto distribution.

The classical Pareto distribution is defined in terms of its cumulative distribution function

$$F_P(x) = \begin{cases} 
1 - \left(\frac{x_m}{x}\right)^\alpha & \text{for } x \geq x_m , \\
0 & \text{for } x < x_m ,
\end{cases}$$  \hspace{1cm} (2)

where $x_m$ is a scale which indicates the (necessarily positive) minimum value of $x$, and $\alpha$, the Pareto index, is a positive shape parameter. The density function is given by $f_P = F'_P$, or

$$f_P(x) = \begin{cases} 
\alpha x_m^\alpha x^{\alpha-1} & \text{for } x \geq x_m , \\
0 & \text{for } x < x_m .
\end{cases}$$  \hspace{1cm} (3)

When the Pareto index is $\alpha_0 = \log_4 5$, approximately 1.16, then one has 80% of effects coming from 20% of causes, which leads to the 80-20 rule.

### 2.2 Lorenz curve and Gini coefficient

In economics, the Lorenz curve is mainly used as a graphical tool for representing the empirical probability distribution of income or wealth, where it shows for the bottom $x\%$ of households, what percentage $y\%$ of the total income they have.

Given any distribution function (cdf) $F(x)$, the theoretical Lorenz curve corresponding to it is defined by

$$L(p) = \mu^{-1} \int_0^p F^{-1}(t) dt ,$$  \hspace{1cm} (4)

where we assume that $F(x)$ increases on its support, which implies that $F^{-1}(p)$ is well defined and is the population $p^{th}$ quantile, and the mean $\mu$ of $F(x)$ exists [3].

Considering the classical Pareto distribution, the corresponding Lorenz curve is given by

$$L_P(p) = 1 - (1 - p)^{1-1/\alpha}, \quad 0 < p < 1 ,$$  \hspace{1cm} (5)

provided $\alpha > 1$.

A perfectly equal income distribution would be one in which every person has the same income. In this case, the bottom $N\%$ of society would always have the same $N\%$ percentage of the income. This can be depicted by the straight line $y = x$; called the “line of equality”. This idea leads to the concept of the Gini coefficient, also known as the Gini index [3].

The Gini coefficient is commonly used as a measure of inequality of income or wealth. Figure [1] shows the representation of a Lorenz curve and the concept of the Gini coefficient in a particular case where Pareto index $\alpha_0 = \log_4 5$ as mentioned previously. The Gini coefficient $G$ is defined as the ratio of the area that lies between the line of equality and the Lorenz curve (marked A in the diagram) over the total area [142].
under the line of equality (marked A and B in the diagram); i.e., \( G = \frac{A}{A + B} \). Since \( A + B = 0.5 \), the Gini coefficient is \( G = 1 - 2B \). Therefore, a Gini coefficient of zero expresses perfect equality, where all values are the same, while a Gini coefficient of one expresses maximal inequality among values. The world income Gini coefficient was shown to be between 0.6 to 0.7 in recent years [4].

For our particular case, we can see from the diagram that 80% of the input contributes to 20% of the output, which perfectly obeys the 80-20 rule. Accordingly, the Gini coefficient of this model is

\[
G = 1 - 2 \int_0^1 [1 - (1 - p)^{1/\alpha}] dp \approx 0.76 .
\]

This expresses a substantial inequality as expected from the underlying 80-20 rule.
3 Testing real life data

In this section, the Pareto principle will be tested against two real life data sets which are the 2012 Forbes list of the super-rich [5] and the World’s Nominal GDP in 2011 [6], respectively. Our aim is to find the wealth distribution of these two examples and test if they obey the Pareto principle.

3.1 Example 1: Forbes list of the super-rich

The percentages of total wealth held by each 20% quantile of the “population” was calculated from the 1226 richest people in the world [5]. When the principle was tested, it was found that in fact the top 20% of people on the Forbes list own only 56.72% of the money, cf. Fig. 2. However, this does follow the Pareto principle, as the top 20% of the people on the list do have a rather large percentage of the total wealth, it just does not obey the (rather particular) 80-20 case.

![Figure 2: Pareto Chart of the Distribution of the Forbes List.](image)

We then went one further step to fit this data by a Pareto distribution model. By using the results found above in (2) and (3), we calculated the Pareto index from the Lorenz curve and obtained that \( \alpha \approx 1.36 \). As this is a larger Pareto index than that of the 80-20 case, where \( \alpha \approx 1.16 \), it shows that a smaller proportion of people have a high income. Figure 3 also demonstrates the density distribution of the data and a density curve of Pareto Distribution with Pareto index 1.36 and \( x_m = 1 \) (billion dollar).

We find that the density curve fits our data quite well, meaning that the data set is well explained by a Pareto distribution model. The Gini coefficient corresponding
to this model is found to be 0.58, which is slightly less than the world average Gini coefficient (0.6 to 0.7), implying that the distribution of the wealth among billionaires is slightly more equal. However, we should notice that the Gini coefficient only fits the particular model based on our “56-20” finding. There are more accurate methods to estimate the Gini coefficient, but this is not our topic.

3.2 Example 2: World GDP

This data set lists countries by their GDP in 2011 [6]; it shows that the top 20% of the richest countries in the world have 91.62% of the total amount of money in the world (see Fig. 4); this does generally follow the Pareto principle.

We also calculated the Pareto index for the world GDP and obtained $\alpha = 1.09$. This is lower than for the 80-20 case, which implies that a higher proportion of the
money is with the top 20%. This supports what we have seen in the results. When trying to plot a histogram of the data and fitting it with a Pareto distribution model with $x_m = 1$, the result seems unconvincing. The reason is the large number of countries with low GDP that makes the lower tail of the data not well explained by our model.

However, if we set $x_m$ as 100 billion, so that only countries having GDP greater than 100 billion dollars, i.e. about the top 30% (62 countries) of all countries, are taken into account, a better result is obtained. Figure 5 shows our finding. This result is consistent with evidence showing that the Pareto distribution usually produces good fits only of the upper tail of the population [7]. As the GDP is not a measure of personal income or wealth, we did not calculate the Gini coefficient here. But we should notice that the Gini coefficient and the GDP are two main indicators that are often discussed together in economy.

4 Discussion and Conclusion

The examples show that a majority of wealth is with a small percentage of the population. Although the real data considered did not exactly follow the 80-20 rule, they nevertheless support Pareto’s principle.

One reason why the Forbes list may not precisely follow the 80-20 rule could be that the less rich people on the Forbes rich list are becoming richer and the ones at the top of the list are earning at a slower pace now that they have become so successful – possibly a saturation effect. With the world GDP, looking at data from 1989 [2] the 80-20 rule works almost perfectly, with the richest 20% of countries having 82% of

Figure 4: Pareto Chart of the Distribution of World GDP.
the money; looking at more recent data, however, the top 20% of the countries own 91.62% of the money in the world. Clearly, this suggests that the imbalance has increased – despite the recent financial crisis in the “wealthy” countries.

As mentioned previously, the Pareto distribution sometimes does not yield good fits when considering the whole population. An alternative model to be used in this situation is usually the log-normal distribution. In finance, this is the standard model for prices of financial assets since the development of the Black-Scholes [8] option pricing theory based on geometric Brownian motion. However, because of the inability of the log-normal distribution to account for large-impact low-probability events, i.e. tail events, its usage also has limitation.

To solve this dilemma, [9] indicated that a “message that frequently arises is that the log-normal distribution may be a model that fits well the body of the distribution but not the tail, where a Pareto distribution provides a better fit. Thus, it makes sense to
consider a composite log-normal Pareto model, namely a mixture of a right-truncated log-normal and a Pareto.” Recently, log-normal Pareto models have been adopted in various areas, see e.g. [9,10,11].

References


